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What This Book Is About

This book is about the Structured Query Language (SQL), the standard language used to com-
municate with any relational database. Relational databases are one of the most popular 
data-management solutions, and many vendor software implementations of SQL are available 
for organizations and individuals. The text does not focus on a specific implementation of SQL, 
but Oracle is used for most of the examples because it is a leading database-management  
software product that adheres closely to the SQL standard. In the upcoming hours, you learn 
how to apply the SQL standard from a practical standpoint, using real-world examples and 
hands-on exercises. You can use almost any SQL implementation with this book, which attests 
to the portability of SQL and its popularity.

What You Need for This Book

This book has no prerequisites, other than a desire to learn about relational databases and 
SQL. The material is adapted from an approach that the author has used for more than  
25 years in the consulting and information technology world to teach thousands of students 
both locally and globally. It starts with a basic approach to understanding databases and 
both defining and managing data. It also introduces SQL as the standard language for com-
municating with any relational database. The book is set up to show all the basic concepts 
and syntax of SQL while also providing real-world examples. Beginners can easily learn from 
simplified examples, while experienced information technology professionals can peruse the 
more advanced exercises.

For software, access to a relational database management system is recommended. This book 
uses Oracle, but many other options also adhere to the SQL standard (including Microsoft 
SQL Server, MySQL, IBM, and PostgreSQL). If you do not currently have access to a relational 
database management system, many options are available for free, either as online access 
or as a download for learning and development purposes. The author provides guidance on 
software options in the book as well. All the database creation scripts and data are provided 
to the reader for hands-on exercises and continued learning after completing this book. 

Thank you, and enjoy.
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Author’s Website

Please visit the author’s website at www.ryanSQL.com for additional SQL resources, hands-on 
exercises, and links to other Pearson Education materials created by the author.
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HOUR 1
Understanding the Relational 

Database and SQL

What You’ll Learn in This Hour:

 N Understand information, data, and databases in organizations

 N Examine common database environments

 N Learn about the key components of the relational database

 N Understand how SQL relates to the relational database

Welcome to the world of Structured Query Language (SQL) and the vast, growing database tech-
nologies of today’s global organizations. By reading this book, you have taken your first step in 
building the knowledge base needed to navigate today’s world of relational databases and data 
management. Before you dive into SQL, its role in relational databases, and the specifics of the 
language, you learn the basic concepts of the relational database in this hour so that you have a 
solid foundation to build upon for increased knowledge and sustainability.

NOTE

SQL Is the Language to Know in IT
SQL is the standard language used to communicate with any relational database, so this first hour 
concentrates on the relational database itself. This concept is critical in learning SQL and under-
standing how to most effectively take advantage of your data. In the long run, truly understanding 
the relational database puts you in a position to excel beyond your peers and make your organiza-
tion more competitive in a world that heavily relies on data.

The best approach to fully understanding any topic, including SQL, is to start with the basics and 
build from there. In this hour, you learn the basics of the relational database, get a little SQL his-
tory, and look at the key elements that comprise the relational database. From there, you will 
have a solid foundation to build upon.
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2 Hour 1: Understanding the Relational Database and SQL

SQL is a database language. It is the standard language used to communicate with any relational 
database, which is one of the most popular databases in use today (and, in fact, for decades). As 
you begin to understand the nuts and bolts of a relational database—and even database design, 
which later chapters cover—you can more easily grasp the concepts of SQL and more quickly 
apply SQL concepts and syntax to real-world situations in real databases. Hour 2, “Exploring 
the Components of the SQL Language,” focuses on the standard components of the SQL lan-
guage to provide a preview. Then Hours 3, “Getting to Know Your Data,” and 4, “Setting Up Your 
Database,” get you involved with the database used in this book so that you deeply understand 
both the data and how that data is related in the database. When you have this information, you 
will understand SQL more easily, the knowledge you gain will stick, and you will have the basic 
foundation to start applying SQL.

Thriving in a Data-Driven World
Data is all around you: You can see it every day in your personal life and the organizations you 
work for. Data is on your phone, on your computer, in online stores, inside the walls of physical 
stores, and in complex databases in organizations all over the world. Truly, the world cannot  
survive without data.

Data, or information, has been around since the beginning of time and people have used that 
data to make decisions. The modern world has evolved to better understand how data can be 
used in everyday life and how to make organizations more competitive.

As the world becomes more competitive, it is your responsibility to learn how to use data effectively. 
You must be able to understand the information and data you’re working with and how to apply 
it to everyday situations. In today’s world, you have access to mountains of information, especially 
on the Internet. However, information must become usable data: If the data is not usable, it is use-
less. If it is inaccurate, it is useless. If it contains inconsistencies, it is useless. Databases and other 
technologies have helped people better take advantage of data, but this has also created a new 
problem: The volume of data is growing quickly and must be managed carefully. The relational 
database and SQL, in particular, facilitate easy data management, if done right.

NOTE

Information Must Become Usable Data
Information is all around us. However, a lot of information in this world is incorrect or not consistent 
with other sources. Even in databases within some of the most respected organizations in the world, 
data can be inaccurate or difficult to understand. This can create business problems. You must 
understand how to turn information into useful data for you and your organization. Fortunately, you 
can use the relational database and SQL to protect data and present it to end users in a relevant 
manner. Data must be kept safe, clean, and consistent within the database, and SQL offers a  
primary way to control that.
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Thriving in a Data-Driven World 3

Organizations, Data, and User Communities
You know by now that data is critical to the success of any organization or individual. Within an 
organization, many types of individuals depend on data—some of them every day:

 N Organizational leaders

 N Managers

 N Technical users

 N Administrators

 N Functional and end users

 N Stakeholders

 N Customers

Figure 1.1 illustrates these individuals and also shows how data sits at the core of any organiza-
tion. All sorts of users access data that is stored in a database of some sort. Applications are avail-
able to end users to manage data in a database and query the data in the database. This data 
is available to customers and other users to access the database in a limited manner, without 
jeopardizing the integrity of the data itself. Reports and other useful information can be gener-
ated from a database so that key personnel in an organization can use them to make high-level 
decisions; business intelligence is another term for this. Additionally, the administrators of the data-
base are included in the general information technology environment, along with technical users 
that design, develop, and code the elements within a database and the applications surrounding 
the data. By looking at this simple diagram, you can easily see how important data is in an orga-
nization. SQL is the standard language that brings everything together so that all individuals, 
whether directly or indirectly, can interact with the database and get both accurate and available 
data to successfully perform their everyday duties.

Databases Defined
In simple terms, a database is a collection of data. You might like to think of a database as an 
organized mechanism that has the capability to store information that a user can retrieve in an 
effective and efficient manner.

As previously mentioned, people use databases every day without realizing it. For example, a 
contact list is a database of names, addresses, emails, telephone numbers, and other important 
information. The listings are alphabetized or indexed, which enables the user to easily look up 
a particular contact and quickly get in touch. Ultimately, this data is stored in a database some-
where on a computer.
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Technical
Users

Administrators

End
Users Customers

Customers’
Customers

Applications

Reports
Useful Information

Business Intelligence

Stakeholders

Organizational
Leaders

Database

Functional
Users

Data

FIGURE 1.1
Data and user communities

Of course, databases must be maintained. As people move to different cities or states, entries have 
to be added or removed from the contact list. Likewise, entries need to be modified when people 
change names, addresses, telephone numbers, and so on. Figure 1.2 illustrates a simple database.

Users Stored Information

Stored Objects

Vital Database Files

Data Data

Data

Transactions

Internal
Processes

FIGURE 1.2
A typical database

Think of your mobile phone or any mobile device: It contains data and probably has many apps 
installed that access various databases. Additionally, your phone contains data in the form of con-
tact lists and pictures.
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Thriving in a Data-Driven World 5

Common Database Environments
In this section, you explore a couple of the most common database environments. A database 
environment contains all the key components to house a database and store data effectively, from 
the database itself, to the operating system, the network, and any applications that access the 
database via these key components. The following two major environments are briefly discussed 
in this hour:

 N Client/server environments

 N Web-based environments

Client/Server Environments
In the past, the computer industry was predominately ruled by mainframe computers—large, 
powerful systems capable of high storage capacity and high data processing capabilities. Users 
communicated with the mainframe through dumb terminals—terminals that did not think on 
their own but relied solely on the mainframe’s CPU, storage, and memory. Each terminal had a 
data line attached to the mainframe. The mainframe environment definitely served its purpose 
and still does in many businesses, but a greater technology was soon introduced: the client/server 
model.

In the client/server system, the main computer, called the server, is accessible from a network—
typically, a local area network (LAN) or a wide area network (WAN). The server is normally accessed 
by personal computers (PCs) or other servers instead of dumb terminals. Each PC, called a client, 
is granted access to the network, allowing communication between the client and the server. The 
main difference between client/server and mainframe environments is that the user’s PC in a 
client/server environment can think on its own and run its own processes using its own CPU and 
memory, but it is readily accessible to a server computer through a network. In most cases, a cli-
ent/server system is much more flexible for today’s overall business needs.

Modern database systems reside on various types of computer systems with various operating  
systems. The most common types of operating systems are Windows-based systems, Linux, 
and command-line systems such as UNIX. Databases reside mainly in client/server and web 
environments. 

Lack of training and experience is the main reason for failed implementations of database 
systems. Today’s businesses need personnel who can work within the client/server model and 
web-based systems (explained in the next section), can address the rising (and sometimes unrea-
sonable) demands placed on modern organizations, and understand Internet technologies and 
network computing. Figure 1.3 illustrates the concept of client/server technology.
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FIGURE 1.3
The client/server model

Web-Based Environments
Business information systems have largely moved toward web integration. Databases have been 
accessible through the Internet for years, meaning that customers access an organization’s infor-
mation through an Internet browser such as Chrome, Microsoft Edge, or Firefox. Customers (users 
of data) can order merchandise, check inventories, check the status of their orders, make adminis-
trative changes to accounts, transfer money from one account to another, and so on.

A customer simply invokes an Internet browser, goes to the organization’s website, logs in (if 
required by the organization), and uses an application built into the organization’s web page 
to access data. Most organizations first require users to register and then issue them a login and 
password.

Of course, many actions happen behind the scenes when a database is accessed through a web 
browser. For instance, the web application can execute SQL that accesses the organization’s 
database, returns data to the web server, and then returns that data to the customer’s Internet 
browser.

From the user’s standpoint, the basic structure of a web-based database system is similar to that 
of a client/server system (refer to Figure 1.3). Each user has a client machine that is connected to 
the Internet and contains a web browser. The network in Figure 1.3 (for a web-based database) 
just happens to be the Internet instead of a local network. For the most part, a client is still access-
ing a server for information; it doesn’t matter that the server might exist in another state or even 
another country. The main point of web-based database systems is to expand the potential cus-
tomer base of a database system that knows no physical location bounds, thus increasing data 
availability and an organization’s customer base.
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Understanding the Relational Database 7

NOTE

Data Integration Across Multiple Environments
These days, organizations and individuals alike use a variety of databases and applications to 
access data that is often spread among multiple environments. With modern technology, data 
located in a variety of environments, vendor implementations, and even types of databases can be 
seamlessly integrated.

Understanding the Relational Database
A relational database is a database that is divided into logical units called tables. These tables are 
related to one another within the database. A relational database allows data to be broken down 
into logical, smaller, manageable units, facilitating easier maintenance and providing more opti-
mal database performance according to the level of organization. In Figure 1.4, you can see that 
tables are related to one another through a common key (data value) in a relational database.

Relationship

TABLE1 TABLE2

Users

Transactions, Queries

Stored Data, Objects

Internal Processes

Database Files

Key Key

Data... Data...

FIGURE 1.4
The relational database

Again, tables are related in a relational database so that adequate data can be retrieved in a 
single query (although the desired data might exist in more than one table). Having common 
keys, or fields, among relational database tables allows data from multiple tables to be joined 
to form one large set of data. As you venture deeper into this book, you see more of a relational 
database’s advantages, including overall performance and easy data access.

NOTE

Relationships Within a Relational Database
The following sections provide an overview of relationships between data in a RDBMS. Sample data 
illustrates how data can be related to one another and how easy it is to bring common data togeth-
er. Future hours expand upon this through numerous examples and hands-on exercises. You will 
even get the opportunity to design a portion of the sample database in this book and define relation-
ships of your own.
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8 Hour 1: Understanding the Relational Database and SQL

Taking a Glimpse into a Sample Database
All databases have a simple reason for existing: They store and maintain valuable data. In this 
section, you look at a simplified example data set that illustrates how data might look in a rela-
tional database and also shows how data is related through key relationships. These relationships, 
which are also rules for how data is stored, hold the key to the value of a relational database. 

Figure 1.5 shows a table called EMPLOYEES. A table is the most basic type of object where data is 
stored within a relational database. A database object is a defined structure that physically con-
tains data or has an association to data stored in the database.

Table: EMPLOYEES

ID

1 Smith Mary
Bob
Steve
Kelly
Ron

Jones
Williams
Mitchell
Burk

2
3
4
5

LAST_NAME FIRST_NAME

FIGURE 1.5
Table structure

Fields
Every table is divided into smaller entities called fields. A field is a column in a table that is 
designed to maintain specific information about every record in the table. The fields in the 
EMPLOYEES table consist of ID, LAST_NAME, and FIRST_NAME. They categorize the specific 
information that is maintained in a given table. Obviously, this is a simplistic example of the data 
that might be stored in a table such as EMPLOYEES.

Records, or Rows of Data
A record, also called a row of data, is a horizontal entry in a table. Looking at the last table, 
EMPLOYEES, consider the following first record in that table:

1       Smith      Mary  

The record consists of an employee identification, employee last name, and employee first name. 
For every distinct employee, there should be a corresponding record in the EMPLOYEES table.

A row of data is an entire record in a relational database table.
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Understanding the Relational Database 9

Columns
A column is a vertical entity in a table that contains all the information associated with a specific 
field in a table. For example, a column in the EMPLOYEES table for the employee’s last name con-
sists of the following:

Smith

Jones

William

Mitchell

Burk

This column is based on the field LAST_NAME, the employee’s last name. A column pulls informa-
tion about a certain field from every record within a table.

Referential Integrity
Referential integrity is the hallmark of any relational database. Figure 1.6 shows two tables, 
EMPLOYEES and DEPENDENTS, that are related to one another in our imaginary database. The 
DEPENDENTS table is simply a table that contains information about dependents of each employ-
ee in the database, such as spouses and children. As in the EMPLOYEES table, the DEPENDENTS 
table has an ID. The ID in the DEPENDENTS table references, or is related to, the ID in the 
EMPLOYEES table. Again, this is a simplistic example to show how relationships work in a data-
base and to help you understand referential integrity.

Table: EMPLOYEES Table: DEPENDENTS

ID

1
1
3
4
4
4
5
5

ID

1 Smith Mary
Bob
Steve
Kelly
Ron

references

Jones
Williams
Mitchell

Primary
key

Foreign
key

Burk

2
3
4
5

LAST_NAME FIRST_NAME DEPENDENT_NAME

John
Mary Ann
Mark
Laura
Amy
Kevin
Angie
Tim

FIGURE 1.6
Table relationships

The key point to note in Figure 1.6 is that there is a relationship between the two tables through 
the ID field. The ID field in EMPLOYEES is related to the ID field in DEPENDENTS. The ID field in 
EMPLOYEES is a primary key, whereas the ID field in DEPENDENTS is a foreign key. These types of 
keys are critical to any relational database structure and to referential integrity.
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10 Hour 1: Understanding the Relational Database and SQL

Primary Keys
A primary key is a column that makes each row of data in the table unique in a relational data-
base. In Figure 1.6, the primary key in the EMPLOYEES table is ID, which is typically initialized 
during the table creation process. The primary key ensures that all employee identifications are 
unique, so each record in the EMPLOYEES table has its own ID. Primary keys alleviate the pos-
sibility of a duplicate record in a table and are used in other ways, which you learn more about as 
you progress throughout the book.

Primary keys are typically initialized during the table creation process, although a primary key 
can be added later as long as duplicate data does not already exist in the table. 

Foreign Keys
A foreign key is a column in a table that references a column in another table. Primary and foreign 
keys establish relationships between tables in a relational database.

Columns identified as foreign keys have these characteristics:

 N Do not have to have unique values

 N Ensure that each entry in the column has a corresponding entry in the referenced table

 N Ensure that column data (child records) are never deleted if corresponding data (parent 
records) is found in the table referenced (the primary key column)

In Figure 1.6, the foreign key in the DEPENDENTS table is ID, which is the column that contains 
the employee ID of the corresponding table in the EMPLOYEES table. Again, this is a simplistic 
example: Ideally, the DEPENDENTS table would have an ID for each dependent and an ID for 
each employee referenced. So for learning purposes, the ID in the DEPENDENTS table is a foreign 
key that references the ID in the EMPLOYEES table. The record, or row of data, in the EMPLOYEES 
table, is a parent record because of the primary key, which might have child records within the 
database. Likewise, the ID in the DEPENDENTS table is a foreign key, or child record, which 
requires a relationship to a parent record, or primary key, somewhere in the database.

NOTE

Relationships Within a Relational Database
Primary and foreign key relationships, or parent/child relationships, are the most basic relationships 
in a relational database. This is the most basic rule that can be set and is the only way to facilitate 
the ease and efficiency that a relational database provides for effective data management.

When manipulating data in the database, keep the following points in mind:

 N You add data into a column identified as a foreign key unless corresponding data already 
exists as a primary key in another table.
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Understanding the Relational Database 11

 N You cannot delete data from a column identified as a foreign key unless you first remove 
any corresponding data from columns in tables with primary keys that are referenced by 
the foreign key.

Getting Data from Multiple Tables
In Figure 1.6, you should understand the primary and foreign keys that have been defined at this 
point. When these keys are defined upon table creation or modification, the database knows how 
to help maintain the integrity of data within and also knows how that data is referenced between 
tables.

Let’s say you want to know the dependents of Kelly Mitchell. You have likely already used a 
common-sense process while looking at Figure 1.6. However, this was probably your thought  
process:

 N You see that Kelly Mitchell’s ID is 4.

 N You look for Kelly Mitchell’s ID of 4 in the DEPENDENTS table.

 N You see that Kelly Mitchell’s ID of 4 corresponds to three records in the DEPENDENTS table.

 N Therefore, Kelly Mitchell’s dependents are Laura, Amy, and Kevin.

This common-sense process of finding information is almost exactly the process that occurs 
behind the scenes when you use SQL to “ask” a relational database about the data it contains.

NULL Values
NULL is the term used to represent a missing value. A NULL value in a table is a value in a field 
that appears to be blank; that field has no value. It is important to understand that a NULL 
value is different from a zero value or a field that contains spaces: A field with a NULL value has 
intentionally been left blank during record creation. For example, a table that contains a column 
called MIDDLE_NAME might allow null or missing values because not every person has a middle 
name. Records in tables that do not have an entry for a particular column signify a NULL value.

Additional table elements are discussed in detail during the next two hours.

Logical vs. Physical Database Elements
Within a relational database, both logical and physical elements exist throughout the database 
lifecycle. Logical elements are typically conceived as database structures during the planning and 
design phase. Physical structures are objects that are created later; they comprise the database 
itself that stores data that SQL and various applications access.
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12 Hour 1: Understanding the Relational Database and SQL

For example, logical elements might include the following elements during conception:

 N Entities

 N Attributes

 N Relationships

 N Information/data

Those logical elements later become the following physical elements during database creation:

 N Tables

 N Fields/columns

 N Primary and foreign key constraints (built-in database rules)

 N Usable data

Database Schemas
A schema is a group of related objects in a database. A schema is owned by a single database user, 
and objects in the schema can be shared with other database users. Multiple schemas can exist in 
a database. Figure 1.7 illustrates a database schema.

Schema Owner
(DB User)

Views
Schema

Constraints

Other Objects

Tables Indexes Other Users

Other Users

Database

FIGURE 1.7
A schema
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Summary 13

The Relational Database Continues to Lead 
the Way
The relational database has been the superior database choice for effectively managing data for 
several decades, and it continues to dominate the market share. This is true for many reasons:

 N A well-designed relational database provides a simple, organized, easy-to-manage mecha-
nism for data.

 N A relational database is scalable as data grows and objects are added to the database.

 N Linking data in multiple tables is easy.

 N Maintaining the integrity of data is simple using built-in features such as referential 
integrity (primary and foreign key constraints).

 N The overall management of data and use of SQL to communicate with the database is 
simplified.

 N Relevant and useful data is easy to retrieve.

SQL and the relational database management system go hand in hand; you cannot have one 
without the other. SQL is an English-like language that enables you to create and manage a rela-
tional database and to then easily and effectively retrieve data from the database for a specific 
purpose.

Examples and Exercises
Most of the exercises that you encounter in this book use Oracle, a dominant leader in the market 
that adheres closely to the SQL standard but also offers many enhancements. 

Oracle (as well as many implementations of SQL, or the relational database), make freely dis-
tributed versions of its database available. You can then select an implementation of your choice, 
install it, and follow along with the exercises in the book. Note that because these databases are 
not 100% compliant with SQL:2016, the exercises might have slight variations of the exact syntax 
suggested in the ANSI standard. However, if you learn the basics of the ANSI standard, you can 
generally translate your skills between different database implementations.

Summary
In this hour, you got a brief introduction to the SQL language and the relational database. SQL 
is the standard language for communicating with any relational database. It is important to first 
understand what comprises the relational database, identify the key elements, know what data 
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14 Hour 1: Understanding the Relational Database and SQL

looks like, and understand how the data in the relational database is related to other data within 
the database. When you fully grasp these concepts, your journey into the SQL language will take 
flight sooner and the concepts in this book will make more sense. The goal of this hour was to 
introduce some basic database concepts and give you a foundation for thinking about data at a 
higher level.

Simply put, a relational database is a database that is logically organized into multiple tables 
that might or might not be related to one another. A table consists of one or more columns, or 
fields, and one or more rows of data. A table can have just a few rows of data or millions upon 
millions of rows of data. Tables are related through common columns, or fields, that are defined 
in a relational database using constraints such as primary keys and foreign keys. These keys are 
built-in features of a relational database that maintain referential integrity within the database. 
This is the key to the relational database and one of the main components of SQL. Subsequent 
chapters cover all these concepts in examples and hands-on exercises.
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Q&A
 Q. If I learn SQL, can I use any of the implementations that use SQL?

 A. Yes, you can communicate with a database whose implementation is compliant with ANSI 
SQL. If an implementation is not completely compliant, you likely will pick it up quickly with 
some adjustments.

 Q. In a client/server environment, is the personal computer the client or the server?

 A. The personal computer is the client in a client/server environment, although a server can 
also serve as a client.

 Q. In the context of a database, how do information and usable data differ?

 A. Information and data are conceptually the same. However, when you are creating a data-
base, it is important to gather all required information and work to form that information 
into usable data. Usable data comes from reliable sources and is accurate, consistent, 
clean, and up-to-date. Usable data is critical for business operations and when making  
critical decisions. Data that is derived from inaccurate sources or that has not properly 
been entered or evolved with the database is not usable.

 Q. Can SQL be used to integrate databases among multiple environments, platforms, or types 
of databases?

 A. When working with a relational database, SQL is the primary language and tool for working 
with data, including integrating data among multiple sources. SQL is also necessary when 
migrating data between sources. Medium to large organizations commonly have many differ-
ent sources of data, only some of which are SQL based. SQL is an important component for 
pulling everything together.

Workshop
The following workshop consists of a series of quiz questions and practical exercises. The quiz 
questions are designed to test your overall understanding of the current material. The practical 
exercises give you the opportunity to apply the concepts discussed during the current hour, as 
well as build on the knowledge you acquired in previous hours of study. Be sure to complete the 
quiz questions and exercises before continuing to the next hour. Refer to Appendix C, “Answers to 
Quizzes and Exercises,” for answers.
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Quiz
 1. What does the acronym SQL stand for?

 2. What is a schema? Give an example.

 3. How do logical and physical components within a relational database differ? How are they 
related?

 4. What keys are used to define and enforce referential integrity in a relational database?

 5. What is the most basic type of object in a relational database?

 6. What elements comprise this object?

 7. Must primary key column values be unique?

 8. Must foreign key column values be unique?

Exercises
For the following exercises, refer to Figure 1.6, earlier in this hour.

 1. Who are Mary Smith’s dependents?

 2. How many employees do not have dependents?

 3. How many duplicate foreign key values exist in the DEPENDENTS table?

 4. Who is Tim’s parent or guardian?

 5. Which employee can be deleted without first having to delete any dependent records?
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135
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ABS function, 272

access control. See privileges
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Z04_Stephens_Index_p577-604.indd   577 03/11/21   7:35 PM



578 adding

data to databases, 67–68

entities, 37

time to dates, 286–288

addition operator, 229

ADMIN OPTION command, 403

aggregate functions, 484–486

AVG, 303–304

COUNT, 300–302

DISTINCT keyword and, 305

GROUP BY clause and, 

308–309

input for, 317

MAX, 304–305

MIN, 305–306

purpose of, 299

SUM, 302–303

aliases, 204–206, 207, 241

ALL operator, 220

ALL_TABLES table, accessing, 

451–452

alphanumeric, fields as, 126

ALTER INDEX command, 422–423

ALTER TABLE command, 137–

141, 499

dropping constraints, 150

vendor implementations, 141, 

149

ALTER USER command, 396, 499

ALTER VIEW command, 362

altering

indexes, 422–423

users, 396

American National Standards 

Institute. See ANSI standard

AND operator, 221–222

ANSI standard, 13, 18–19, 36, 

259, 276

ANY operator, 220–221

arguments, 189

arithmetic operators, 228–229, 

480–481

addition, 229

combinations of, 232

division, 231–232

multiplication, 230–231

subtraction, 230

ascending order, 195, 200–201

ASCII function, 271

asterisk (*)

in COUNT function, 301

as multiplication operator, 

230–231

in SELECT command, 144

attributes. See also columns

in BIRDS example database, 

34–35, 66–67

entities and, 33

modifying, 138–139

autoincrementing columns, 

adding, 140–141

automated database design, 75

automated population of data, 

154

AVG function, 303–304

B

base tables, joins with, 250–252, 

256

batch loads, disabling indexes  

during, 438

BETWEEN operator, 216–217, 

322, 324–325

BIG_BIRDS table

converting characters to 

numbers, 274–275

converting numbers to 

characters, 273

creating, 172, 189

creating synonyms, 380–381

IS NOT NULL operator,  

227–228

LENGTH function, 269

NOT EXISTS operator, 228

NOT LIKE operator, 227

rolling back to savepoint, 

177–180

selecting all records, 190–191

TRANSLATE function, 266

bird rescue information, 67–68

ERDs, creating, 87–89

first normal form (FNF), 

107–108

groups of data, creating, 69

lists of fields, creating, 69–71

second normal form (SNF), 

108

third normal form (TNF), 

108–109

BIRDS example database, 29–30, 

459–461. See also names of 

specific tables in database

adding data to, 67–68

aggregate functions, 300, 

484–486

ANSI standard and, 36

arithmetic operators,  

480–481

base table joins, 250–252

Cartesian products, 252–254

case sensitivity, 198–199
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579BIRDS table

columns/data types, 123

combinations of comparison 

operators, 213–214

compound queries

INTERSECT operator, 

346–347

MINUS operator, 347–348

ORDER BY clause,  

348–350

OR operator, 342–343

single queries versus, 

337–338

UNION ALL operator, 

344–346

UNION operator, 340–342

correlated subqueries, 333

COUNT function, 301

counting records, 203–204

creating, 135–136

tables from existing tables, 

141–143, 189

views, 362–363, 364–367, 

373–374

data in, 49–50

DECODE function, 264–265

distinct values, 191–192

dropping, 145

embedded subqueries, 

330–332

equality operator, 210

EXISTS operator, 219

greater than operator, 212

GROUP BY versus ORDER BY 

clauses, 309–312

grouping data, 308–309

HAVING clause, 315–316

inner joins, 239–240

list of tables/data, 49–56

logical operators, 478–480

manipulating data, 472–474

naming conventions, 105

non-equijoins, 242–243

normalization

first normal form (FNF), 98, 

107–108

second normal form (SNF), 

100–101, 108

third normal form (TNF), 

102–104, 108–109

outer joins, 244–245

referential integrity, 79–81, 

84–87

foreign keys, 86–87

primary keys, 85–86

relationships, 78–79

many-to-many, 83

one-to-many, 82–83

one-to-one, 82

resetting to original, 58

SELECT command, 471

selecting data based on 

conditions, 193–194

users of, 31

BIRDS table, 460–461

ALL operator, 220

AND operator, 221–222

ANY operator, 220–221

AVG function, 304

base table joins, 250–252

BETWEEN operator, 216–217

Cartesian products, 252–254

check constraints, 149

COALESCE function, 269–270

column aliases, 205

character functions, 481–484

comparison operators, 

477–478

compound queries, 487–490

conjunctive operators, 480

creating

schemas, 393–394

tables from existing tables, 

490

tables/data, 46–48, 468–

470, 471–474

users, 392–393

views, 491–493

views from subqueries, 

493–494

data included, 30–31

data types in, 123–124

database design process, 

64–71

gathering data, 68

knowing data, 65–68

modeling data, 68–71

describing tables, 470–471

embedded subqueries, 493

entities and attributes in, 

34–35

ERD for, 32, 66–67, 87–89

expansion opportunities, 

31–32

file locations, 39

generating SQL code,  

494–495

GROUP BY clause, 486

HAVING clause, 486

inner joins, 239–240

inserting data into tables, 491

joins, 474–477
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580 BIRDS table

inserting data

into columns, 156

from queries, 157–158

into tables, 154–155

IS NULL operator, 214–216

less than operator, 212–213

LTRIM function, 267

MAX function, 304–305

MIN function, 305–306

modifying, 137–140

non-equality operator,  

211–212

non-equijoins, 242–243

NOT BETWEEN operator, 226

OR operator, 222–224

outer joins, 244–245

primary key constraints, 

146–147

roles, creating, 453–454

RTRIM function, 268

sorting data, 200–202

subqueries

with CREATE TABLE  

command, 325–326

with INSERT command, 

327

with SELECT command, 

323–325

with UPDATE command, 

328–329

SUM function, 303

unique constraints, 147–148

BIRDS_FOOD table

columns/data types, 124

creating views, 365–367

data in, 51–52

HAVING clause, 315–316

BIRDS_MIGRATION table

columns/data types, 124

creating views, 370–371

data in, 53–54

BIRDS_NESTS table

columns/data types, 124

data in, 55

BIRDS_PREDATORS table

creating, 468–470

data in, 461–463

BIRDS_TRAVEL table

composite indexes, 419

single-column indexes, 

416–418

unique indexes, 418–419

BLOB data type, 117

Boolean values, 121

business intelligence, 3

C

cardinality, 422

Cartesian products, 252–255

case sensitivity

of data, 154, 197–199

of SQL commands, 136

CAST command, 114

CAST operator, 290

CEIL function, 272

Center for Internet Security, 399

CHAR data type, 116

character functions, 481–484

ASCII, 271

COALESCE, 269–270

combinations of, 275

CONCAT, 261–263

DECODE, 264–265

LENGTH, 268–269

LOWER, 263–264

LPAD, 270

LTRIM, 267

purpose of, 259–260

REPLACE, 266–267

RPAD, 271

RTRIM, 268

SUBSTR, 265

TRANSLATE, 266

UPPER, 263

character values

converting numbers to, 273

converting to numbers, 

273–275

character-based sorts, 196

check constraints, 149

child entities, 79–81

choosing database design 

methodology, 63–64

clients, 5

client/server environments, 5–6, 

15

COALESCE function, 269–270

Codd, E. F., 18

collation, 198

columns, 9. See also attributes

adding, 138

autoincrementing columns, 

140–141

mandatory columns, 

139–140

aliases, 204–206, 207

attributes, modifying,  

138–139
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581commands

in BIRDS example database, 

123–124

cardinality, 422

in compound queries, 354

data types, 114, 132–133

distinct values, 191–192

dropping, 137

in GROUP BY clause, 317

inserting data, 156

joins on multiple, 256

modifying, factors in, 141

naming standards, 132

privileges on, 404

qualifying, 240

restricting access, 361

sorting, 195–197, 200–202

in system catalog, 456

unique constraints, 147–148

updating

multiple columns,  

161–162

single column, 158–161

command-line prompt, 45

commands

ADMIN OPTION, 403

ALTER INDEX, 422–423

ALTER TABLE, 137–141, 499

dropping constraints, 150

vendor implementations, 

141, 149

ALTER USER, 396, 499

ALTER VIEW, 362

case sensitivity, 136

CAST, 114

COMMIT, 169–171, 183, 499

CONNECT, 21–22, 397

CONVERT, 114

CREATE DATABASE, 395

CREATE INDEX, 415, 499

CREATE ROLE, 407, 500

CREATE SCHEMA, 393–395

CREATE SYNONYM, 380–381

CREATE TABLE, 134–136, 

189–191, 471–474, 500

with SELECT command, 

141–144

subqueries and, 325–326

CREATE TABLE AS, 372–373, 

500

CREATE TYPE, 122, 500

CREATE USER, 389–390, 500

CREATE VIEW, 361–362, 

500–501

from multiple tables, 

364–368

ORDER BY clause,  

373–374

from single table,  

362–363

from views, 368–372

WITH CHECK option, 

376–379

DELETE, 162–163, 329–330, 

501

DESC, 470–471

DISCONNECT, 22, 397

DROP INDEX, 423, 501

DROP ROLE, 407–408

DROP SCHEMA, 395

DROP SYNONYM, 381

DROP TABLE, 145–146, 501

DROP USER, 398, 501

DROP VIEW, 379, 501

EXIT, 22

EXPLAIN PLAN, 440

formatting for readability, 

429–431

generating SQL code from, 

494–495

GRANT, 389–390, 402–403, 

501

GRANT OPTION, 403

INSERT, 165, 502

into columns, 156

committing, 183

NULL values, 158

with queries, 156–158, 

502

subqueries and, 326–327

for tables, 154–155

RELEASE SAVEPOINT,  

180–181

REVOKE, 398, 404, 502

ROLLBACK, 171–176, 183, 

502

ROLLBACK TO SAVEPOINT, 

177–180

SAVE TRANSACTION, 177

SAVEPOINT, 176–177, 502

SELECT, 23–24, 115, 471. 

502, See also joins

asterisk (*) in, 144

case sensitivity of data, 

197–199

FROM clause, 192, 207, 

503

column aliases, 204–206, 

207

COUNT function, 202–204

with CREATE TABLE  

command, 141–144
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582 commands

CUBE expression,  

313–314

DISTINCT keyword,  

191–192, 207

with DML commands, 

153–154

examples of queries, 

199–202

GROUP BY clause,  

306–312, 503

HAVING clause, 315–316, 

351–353, 437, 504

with INSERT command, 

156–158

multiple. See compound 

queries

ORDER BY clause,  

195–197, 207,  

309–312, 317, 504

order of operation for 

clauses, 207

on other users’ tables, 

204

purpose of, 187–188

ROLLUP expression, 

312–313

SELECT clause, 188–191, 

503

subqueries and, 323–325

WHERE clause, 192–194. 

503, See also operators

SET CONNECTION, 397

SET IMPLICIT_TRANSACTIONS, 

170–171

SET ROLE, 408

SET TRANSACTION, 181

SHOW USER, 449–450

SP_ADDLOGIN, 391

SP_ADDUSER, 391

START, 46

TKPROF, 440

tuning. See database 

performance

types of, 22

data administration, 24

DCL (Data Control 

Language), 24

DDL (Data Definition 

Language), 22

DML (Data Manipulation 

Language), 23, 153–154, 

472–474

DQL (Data Query 

Language), 23–24. See 

also SELECT command

transactional control, 

24–25, 165, 168

UPDATE, 158, 503

after COMMIT command, 

183

in multiple columns, 

161–162

in single column, 158–161

subqueries and, 328–329

with views, 374–376

COMMIT command, 169–171, 

183, 499

committing transactions,  

169–171, 183

comparison operators, 210, 

477–478

combinations of, 213–214, 

223

equality, 210

greater than, 212–213

less than, 212–213

non-equality, 211–212

composite indexes, 419

composite primary keys, 86

compound queries, 487–490

data accuracy, 353

data types and column 

lengths, 354

EXCEPT/MINUS operators, 

347–348, 354

GROUP BY clause, 350–353, 

354

INTERSECT operator, 346–347

ORDER BY clause, 348–350

single queries versus,  

337–338

UNION ALL operator, 343–346

UNION operator, 338–343, 

354

CONCAT function, 261–263

concatenation, 260, 261–263

conditions, 157, 192, 194, 

431–432

conjunctive operators, 221, 480

AND, 221–222

OR, 222–224, 342–343, 

436–437

CONNECT command, 21–22, 397

connections to databases, 21–22, 

397

constant characters, 115

constraints

check, 149

dropping, 150

foreign keys, 148

implicit indexes and, 420

NOT NULL value, 149

primary keys, 146–147

on queries, 202
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referential integrity and, 90, 

146

unique, 147–148

on unique indexes, 419

violating, 138

conversion functions

purpose of, 272

TO_CHAR, 115, 273

TO_DATE, 294–295

TO_NUMBER, 273–275

CONVERT command, 114

converting

data types, 114, 120, 126

date and time, 290

date pictures, 290–293

to strings, 294

from strings, 294–295

values

characters to numbers, 

273–275

numbers to characters, 

273

correlated subqueries, 333

COS function, 272

cost-based optimization, 439

COUNT function, 202–204,  

300–302, 452

counting records, 202–204

CREATE DATABASE command, 

395

CREATE INDEX command, 415, 

499

CREATE ROLE command, 407, 

500

CREATE SCHEMA command, 

393–395

CREATE SYNONYM command, 

380–381

CREATE TABLE AS command, 

372–373, 500

CREATE TABLE command,  

134–136, 189–191, 471–474, 

500

with SELECT command, 

141–144

subqueries and, 325–326

CREATE TYPE command, 122, 500

CREATE USER command,  

389–390, 500

CREATE VIEW command,  

361–362, 500–501

from multiple tables, 364–368

ORDER BY clause, 373–374

from single table, 362–363

from views, 368–372

WITH CHECK option, 376–379

cross joins, 252–255

crosstab reports, 313–314

CUBE expression, 313–314

current date, retrieving, 282–285

D

data. See also attributes; entities

adding new, 67–68

in BIRDS example database, 

30–31, 49–56

case sensitivity, 154,  

197–199

creating in tables, 46–48

deleting in tables, 47–48, 

162–163

explained, 114

gathering (for database 

design), 68

grouping, 306

with aggregate functions, 

307, 308–309

with GROUP BY clause, 

306–307

information and, 2, 15

inserting, 165

into columns, 156

NULL values, 158

from queries, 156–158

into tables, 154–155, 491

justification, 273

knowing (for database design), 

65–68

modeling (for database 

design), 68–71

groups of data, 69

lists of fields, 69–71

populating, 154

redundancy

in denormalization,  

106–107

reducing, 95–96

retrieving from multiple tables, 

11, 237–238. See also joins

selecting. See SELECT 

command

sorting, 195–197, 200–202, 

207, 437

in system catalog, 447

database design, 448

performance statistics, 

448

security information, 448

user data, 448

updating, 158

in multiple columns, 

161–162
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584 data

in single column, 158–161

through views, 374–376

user communities and, 3–4

data accuracy, compound queries 

and, 353

data administration commands, 

24

Data Control Language. See DCL 

(Data Control Language)

Data Definition Language. See 

DDL (Data Definition Language)

data dictionary. See system 

catalog

data integrity, 105–106

Data Manipulation Language. 

See DML (Data Manipulation 

Language)

Data Query Language. See DQL 

(Data Query Language)

data types

AVG function and, 304, 317

in BIRDS example database, 

123–124

Boolean values, 121

in columns/fields, 132–133

in compound queries, 354

COUNT function and, 302, 

317

date and time, 119–120, 

280–281

decimal, 118

domains, 122

explained, 114–115

fixed-length strings, 115–116, 

126

floating-point decimal, 119

identifying by justification, 273

integer, 118–119

large object types, 117

length limits, 126

literal strings, 120

NULL values, 121

numeric, 117–118, 126

precision, 304

purpose of, 114

SUM function and, 303, 317

user-defined, 122

varying-length strings, 116, 

126

vendor implementations, 121

database administration, purpose 

of, 24

database administrators (DBAs), 

46, 105–106, 387

database design

for BIRDS example database, 

64–71

creating ERDs, 87–89

gathering data, 68

knowing data, 65–68

modeling data, 68–71

referential integrity, 79–81, 

84–87

relationships, 78–79, 

82–84

choosing methodology, 63–64

deploying, 75

end-user needs, 111

logical versus physical design, 

71–72

manual versus automated, 75

normalization, 237–238

benefits of, 105–106

denormalization versus, 

111

drawbacks of, 106

naming conventions, 

104–105

normal forms, 96–104, 

107–109, 111

purpose of, 94

raw databases, 94

redundancy, 95–96

process of, 62–63

purpose of, 61

relationships

many-to-many, 83

one-to-many, 82–83

one-to-one, 82

purpose of, 78–79

recursive, 84

referential integrity, 79–81, 

84–87

types of, 81–82

requirements gathering, 68

in system catalog, 448

database life cycle, 72–74

development environment, 72

production environment, 74

test environment, 73

database management systems 

(DBMSs), 17

database objects, 8, 129. See 

also names of specific objects 

(tables, views, clusters, etc.)

naming standards, 136–137

schemas and, 129–131, 388

system catalog and, 445–446

database performance

cost-based optimization, 439

expected gains, 441

full table scans, 434–435
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indexes

altering, 422–423

composite, 419

creating, 415

disabling during batch 

loads, 438

dropping, 423

how they work, 414–415

implicit, 420

planning, 420

purpose of, 413–414

re-creating, 424

single-column, 416–418

storage considerations, 

424

unique, 418–419, 424

when to avoid, 421–422

when to use, 420

joins, 250, 431–432

large sort operations, 437

SQL statement tuning

database tuning versus, 

428

formatting for readability, 

429–431

HAVING clause, 437

LIKE operator and 

wildcards, 435–436

most restrictive condition, 

432–434

OR operator, 436–437

purpose of, 427

table order in FROM 

clause, 431

statistics in system catalog, 

448

stored procedures, 437

subqueries and, 332

tools for, 440, 441

transactions and, 181

views and, 379, 438

database tuning, 428

databases. See also attributes; 

entities

BIRDS example database, 

29–30, 459–461. See also 

names of specific tables in 

database

adding data to, 67–68

aggregate functions, 300, 

484–486

ANSI standard and, 36

arithmetic operators, 

480–481

base table joins, 250–252

Cartesian products, 

252–254

case sensitivity, 198–199

character functions, 

481–484

comparison operators, 

477–478

compound queries,  

487–490

conjunctive operators, 480

creating schemas,  

393–394

creating tables from  

existing tables, 490

creating tables/data, 

46–48, 468–470, 

471–474

creating users, 392–393

creating views, 491–493

creating views from  

subqueries, 493–494

data included, 30–31

data types in, 123–124

database design process, 

64–71

describing tables,  

470–471

embedded subqueries, 

493

entities and attributes in, 

34–35

ERD for, 32, 66–67

expansion opportunities, 

31–32

file locations, 39

first normal form (FNF), 98, 

107–108

generating SQL code, 

494–495

GROUP BY clause, 486

HAVING clause, 486

inner joins, 239–240

inserting data into tables, 

491

joins, 474–477

list of tables/data, 49–56

logical operators, 478–480

manipulating data,  

472–474

naming conventions, 105

non-equijoins, 242–243

outer joins, 244–245

resetting to original, 58

second normal form (SNF), 

100–101, 108

SELECT command, 471
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third normal form (TNF), 

102–104, 108–109

users of, 31

connections to, 21–22, 397

denormalization, 106–107, 

111

designing. See database 

design

environments, 5

client/server, 5–6, 15

integration across, 7

web-based, 6

naming standards, 35–36

purpose of, 3–4

raw, 94

relational

advantages of, 13

logical versus physical  

elements, 11–12

purpose of, 7

retrieving data from  

multiple tables, 11

schemas, 12–13

structure of, 8–11

reversing changes. See  

transactional control  

commands

security. See security

software

downloading/installing, 

40–43

list of, 43–44

users. See users

date and time

converting, 290

date pictures, 290–293

to strings, 294

from strings, 294–295

data types, 119–120,  

280–281

DATETIME elements, 280

leap years, 281

default year format, 282

functions

adding time, 286–288

current date, 282–285

list of, 289–290

purpose of, 281–282

subtracting time, 288–289

time zones, 285–286

vendor implementations, 279, 

281, 291–293, 296

DATE data type, 119, 280

date parts, 291–293

date pictures, 290–293

DATEDIFF function, 289

DATENAME function, 289

DATEPART function, 289

DATETIME data type, 119

elements of, 280

leap years, 281

vendor implementations, 281

DAYNAME function, 290

DAYOFMONTH function, 290

DAYOFWEEK function, 290

DAYOFYEAR function, 290

DBAs (database administrators), 

46, 105–106, 387

DBMSs (database management 

systems), 17

DCL (Data Control Language), 24

DDL (Data Definition Language), 

22

debugging subqueries, 335

decimal data types, 118

DECODE function, 264–265

default schemas, 394

default year format, 282

DELETE command, 162–163, 

329–330, 501

deleting. See also dropping

data, 47–48

records, 162–163

savepoints, 180–181

denormalization, 106–107, 111

deploying database design, 75

DESC command, 470–471

descending order, 195, 201, 207

describing tables, 470–471

designing databases.  

See database design

development environment (in 

database life cycle), 72

disabling

constraints, 150

indexes during batch loads, 

438

DISCONNECT command, 22, 397

DISTINCT keyword, 191–192, 207

aggregate functions and, 305

in AVG function, 303

in COUNT function, 300–301

in MAX function, 304

in MIN function, 305

in SUM function, 302–303

division operator, 231–232

DML (Data Manipulation 

Language), 23, 153–154, 

472–474

DELETE command, 162–163, 

329–330

INSERT command, 165
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for columns, 156

committing, 183

NULL values, 158

with queries, 156–158

subqueries and, 326–327

for tables, 154–155

as transactions, 167

UPDATE command, 158

after COMMIT command, 

183

in multiple columns, 

161–162

in single column, 158–161

subqueries and, 328–329

domains, 122

double pipe (||), concatenation, 

261

DOUBLE PRECISION data type, 

119

downloading Oracle, 40–43

DQL (Data Query Language), 

23–24. See also SELECT 

command

DROP INDEX command, 423, 501

DROP ROLE command, 407–408

DROP SCHEMA command, 395

DROP SYNONYM command, 381

DROP TABLE command, 145–146, 

501

DROP USER command, 398, 501

DROP VIEW command, 379, 501

dropping

columns, 137

constraints, 150

indexes, 423

roles, 407–408

schemas, 395

synonyms, 381

tables, 47, 145–146, 151

in views, 360, 382

users, 404

E

embedded functions, resolving, 

275

embedded subqueries, 330–332, 

335, 493

enabling constraints, 150

end-user needs in database 

design, 111

entities. See also tables

adding, 37

attributes and, 33

in BIRDS example database, 

34–35, 66–67

groups of data, creating, 69

lists of fields, creating, 69–71

relationships and, 32–33, 37

creating ERDs, 87–89

first normal form (FNF), 

97–98, 107–108

purpose of, 78–79

referential integrity, 79–81, 

84–87

second normal form (SNF), 

98–101, 108

third normal form (TNF), 

102–104, 108–109

entity relationship diagrams. 

See ERDs (entity relationship 

diagrams)

environments (database), 5

client/server, 5–6, 15

integration across, 7

web-based, 6

equality operator, 210

equijoins, 239–240

ERDs (entity relationship 

diagrams)

attributes and entities, 33

for BIRDS example database, 

32, 66–67, 87–89

purpose of, 32

types of relationships, 81–82

EXCEPT operator, 347–348, 354

exclamation mark (!), negating 

equality operator, 225

existing tables, creating new 

tables from, 141–144, 490

EXISTS operator, 219

EXIT command, 22

EXP function, 272

expansion opportunities for BIRDS 

example database, 31–32

EXPLAIN PLAN command, 440

explicit conversion, 114

F

field definition, 114

fields, 7, 8

as alphanumeric, 126

creating lists of, 69–71

data types, 114, 132–133

NOT NULL in, 121
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588 file locations for BIRDS example database

file locations for BIRDS example 

database, 39

first normal form (FNF), 97–98, 

107–108

fixed-length strings, 115–116, 126

floating-point decimal data types, 

119

FLOOR function, 272

FOOD table

base table joins, 250–252

Cartesian products, 252–254

columns/data types, 123

creating views, 365–367

data in, 50–51

HAVING clause, 315–316

selecting all records, 199–200

foreign keys, 10–11, 237

as constraints, 148

identifying, 86–87

multiple associated with  

primary keys, 90

forgotten password recovery, 456

formatting commands for  

readability, 429–431

fractions of seconds, 120

free database software, 21

FROM clause, 192, 207, 431, 503

front-end tools, 95

full outer joins, 243

full table scans, 434–435

functions

aggregate, 484–486

AVG, 303–304

COUNT, 202–204,  

300–302, 452

DISTINCT keyword and, 

305

GROUP BY clause and, 

308–309

input for, 317

MAX, 304–305

MIN, 305–306

purpose of, 299

SUM, 302–303

ANSI standard, 276

character, 481–484

ASCII, 271

COALESCE, 269–270

combinations of, 275

CONCAT, 261–263

DECODE, 264–265

LENGTH, 268–269

LOWER, 263–264

LPAD, 270

LTRIM, 267

purpose of, 259–260

REPLACE, 266–267

RPAD, 271

RTRIM, 268

SUBSTR, 265

TRANSLATE, 266

UPPER, 263

conversion

purpose of, 272

TO_CHAR, 115, 273

TO_DATE, 294–295

TO_NUMBER, 273–275

date and time

adding time, 286–288

current date, 282–285

list of, 289–290

purpose of, 281–282

subtracting time, 288–289

embedded, resolving, 275

mathematical, 272

purpose of, 276, 299

G

gathering data (database design 

process), 68

generating SQL code from  

commands, 494–495

GETDATE function, 282, 289

grand totals, 312–313

GRANT command, 389–390, 

402–403, 501

GRANT OPTION command, 403

granting privileges, 402–404

ADMIN OPTION command, 

403

authority for, 402

automatically, 401

GRANT command, 402–403

GRANT OPTION command, 

403

in MySQL, 391

in Oracle, 390

partial, 410

in SQL Server, 391

graphical user interfaces (GUIs), 

389, 398

greater than operator, 212–213

GROUP BY clause, 306–312, 486, 

503

with aggregate functions, 

308–309

columns in, 317

compound queries, 350–353, 

354
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creating views, 374

CUBE expression, 313–314

ORDER BY clause versus, 

309–312, 317

ROLLUP expression, 312–313

grouping

data, 306

with aggregate functions, 

307, 308–309

with GROUP BY clause, 

306–307

privileges, 405–406. See also 

roles

queries, 224

groups of data (in database 

design process), creating, 69

GUIs (graphical user interfaces), 

389, 398

H

HAVING clause, 315–316,  

351–353, 437, 486, 504

history of SQL, 18

I

IBM, 18

implementations of SQL

for book, 21

choosing, 21

list of, 20

portability between, 26

implicit conversion, 114, 120, 

126, 274

implicit indexes, 420

IN operator, 217–218

database performance, 

436–437

with subqueries, 325

indexes

altering, 422–423

creating, 415

disabling during batch loads, 

438

dropping, 423

full table scans versus, 

434–435

how they work, 414–415

most restrictive condition, 434

planning, 420

purpose of, 413–414

re-creating, 424

storage considerations, 424

types of

composite, 419

implicit, 420

single-column, 416–418

unique, 418–419, 424

when to avoid, 421–422

when to use, 420

inequality, testing for, 211–212, 

225

information, data and, 2, 15

initiating transactions, 181

inner joins, 239–240

INSERT command, 165, 502

for columns, 156

committing, 183

NULL values, 158

with queries, 156–158, 502

subqueries and, 326–327

for tables, 154–155

inserting data, 165

into columns, 156

NULL values, 158

from queries, 156–158

into tables, 154–155, 491

installing Oracle, 40–43

integer data types, 118–119

integers in ORDER BY clause, 

196, 201–202

integrity constraints. See  

constraints

INTERSECT operator, 346–347

IS NOT NULL operator, 227–228

IS NULL operator, 214–216

J

joins, 238–239, 474–477

with base tables, 250–252, 

256

Cartesian products, 252–255

database performance, 250, 

431–432

inner, 239–240

on multiple columns, 256

on multiple keys, 249–250

non-equijoins, 241–243

order of, 256

outer, 243–245, 476–477

self, 246–249, 463, 476

table aliases, 241

justification, 273
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K

keys, 7

foreign, 10–11, 237

as constraints, 148

identifying, 86–87

multiple associated with 

primary keys, 90

joins on multiple, 249–250

natural, 97

primary, 10, 237

composite, 86

as constraints, 146–147

first normal form (FNF), 

97–98, 107–108

identifying, 85–86

multiple foreign keys with, 

90

second normal form (SNF), 

98–101, 108

third normal form (TNF), 

102–104, 108–109

knowing data (database design 

process), 65–68

L

LAN (local area network), 5

large object types, 117

LCASE function, 264

leap seconds, 120, 280

leap years, 281

left outer joins, 243

LEN function, 269

LENGTH function, 268–269

less than operator, 212–213

LIKE operator, 218–219, 435–436

lists

of fields, creating, 69–71

in SQL statements, 189

literal strings, 120, 260

local area network (LAN), 5

LOCATIONS table

columns/data types, 123

data in, 56

SUBSTR function, 265

LOCATIONS2 table

creating, 173

rolling back transactions, 

173–176

logical database design.  

See database design

logical database elements, 11–12, 

71–72, 113

logical operators, 214, 478–480

ALL, 220

ANY, 220–221

BETWEEN, 216–217

combinations of, 223

EXISTS, 219

IN, 217–218, 436–437

IS NULL, 214–216

LIKE, 218–219, 435–436

negating, 225

LOWER function, 263–264

LPAD function, 270

LTRIM function, 267

M

managing users. See users

mandatory columns, adding, 

139–140

manual database design, 75

manual population of data, 154

many-to-many relationships, 83

mathematical functions, 272

MAX function, 304–305

methodology for database design, 

choosing, 63–64

Microsoft SQL Server. See SQL 

Server

MIGRATION table

columns/data types, 124

committing transactions, 

169–170

compound queries

GROUP BY clause,  

351–353

UNION operator, 339–340

creating tables from existing 

tables, 144

creating views, 367–368, 

370–371

CUBE expression, 314

data in, 53

IN operator, 217–218

LIKE operator, 218

LOWER function, 264

NOT IN operator, 226

ROLLUP expression, 312–313

updating single column, 159

UPPER function, 263
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MIGRATION_LOCATIONS table

GROUP BY versus ORDER BY 

clauses, 309–312

grouping data, 308

literal strings, 260

LPAD function, 270

REPLACE function, 267

RPAD function, 271

MIN function, 305–306

MINUS operator, 347–348, 354

minus sign (-) operator, 229–230

modeling data (database design 

process), 68–71

groups of data, creating, 69

lists of fields, creating, 69–71

modifying tables, 137–141

adding columns, 138

attributes, 138–139

autoincrementing columns, 

140–141

dropping columns, 137

factors in, 141

mandatory columns, 139–140

monitoring user sessions, 397

MONTHS_BETWEEN function, 290

most restrictive condition,  

432–434

multiple columns

joins on, 256

updating, 161–162

multiple foreign keys, associated 

with primary keys, 90

multiple keys, joins on, 249–250

multiple operators, 234

multiple queries, combining. See 

compound queries

multiple tables

creating views from, 364–368

selecting data from, 11,  

237–238. See also joins

multiplication operator, 230–231

MySQL

CREATE DATABASE command, 

395

date and time, 281, 290

date parts, 293

LCASE function, 264

NOW function, 282

roles, lack of, 407

UCASE function, 263

users

altering, 396

creating, 390, 391

N

naming standards

for columns, 132

for database objects,  

136–137

for savepoints, 178

for synonyms, 382

for system catalog, 446

for tables, 35–36, 104–105, 

151

vendor implementations, 131, 

134

natural keys, 97

negative operators, 225

IS NOT NULL, 227–228

NOT BETWEEN, 226

NOT EQUAL, 225

NOT EXISTS, 228

NOT IN, 226

NOT LIKE, 227

nested queries. See subqueries

nested views, 379

NESTS table

columns/data types, 124

data in, 54

NEXT_DAY function, 290

NICKNAMES table

columns/data types, 123

concatenation, 262–263

correlated subqueries, 333

data in, 55–56

dropping, 145

foreign key constraints, 148

inner joins, 239–240

LIKE operator, 218–219

non-equijoins, 242–243

outer joins, 244–245

primary key constraints, 147

non-equality operator, 211–212, 

225

non-equijoins, 241–243

normal forms, 111

first normal form (FNF), 

97–98, 107–108

purpose of, 96
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second normal form (SNF), 

98–101, 108

third normal form (TNF),  

102–104, 107, 108–109

normalization, 237–238

benefits of, 105–106

denormalization versus, 111

drawbacks of, 106

naming conventions, 104–105

normal forms, 111

first normal form (FNF), 

97–98, 107–108

purpose of, 96

second normal form (SNF), 

98–101, 108

third normal form (TNF), 

102–104, 107, 108–109

purpose of, 94

raw databases, 94

redundancy, 95–96

NOT BETWEEN operator, 226

NOT EQUAL operator, 225

NOT EXISTS operator, 228

NOT IN operator, 226

NOT LIKE operator, 227

NOT NULL value

adding mandatory columns, 

139–140

in columns/fields, 121, 133

as constraint, 149

creating tables, 140

IS NOT NULL operator,  

227–228

NOT operator, 225

NOW function, 282

NULL values, 11

COALESCE function, 269–270

in columns/fields, 133

creating tables, 140

with data types, 121

inserting, 158

IS NULL operator, 214–216

MAX function and, 317

MIN function and, 317

NUMERIC data type, 117

numeric data types, 117–118, 

126, 234

numeric sorts, 196

numeric values

converting characters from, 

273–275

converting to characters, 273

O

object privileges, 401

one-to-many relationships, 82–83

one-to-one relationships, 82

operators

arithmetic, 228–229,  

480–481

addition, 229

combinations of, 232

division, 231–232

multiplication, 230–231

subtraction, 230

comparison, 210, 477–478

combinations of, 213–214, 

223

equality, 210

greater than, 212–213

less than, 212–213

non-equality, 211–212

conjunctive, 221, 480

AND, 221–222

OR, 222–224, 342–343, 

436–437

logical, 214, 478–480

ALL, 220

ANY, 220–221

BETWEEN, 216–217

combinations of, 223

EXISTS, 219

IN, 217–218, 436–437

IS NULL, 214–216

LIKE, 218–219, 435–436

negating, 225

multiple, 234

negative, 225

IS NOT NULL, 227–228

NOT BETWEEN, 226

NOT EQUAL, 225

NOT EXISTS, 228

NOT IN, 226

NOT LIKE, 227

purpose of, 192, 209

set

EXCEPT/MINUS, 347–348, 

354

INTERSECT, 346–347

UNION, 337–343, 354

UNION ALL, 343–346

optimization. See database  

performance
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OR operator, 222–224, 342–343, 

436–437

Oracle

ADD_MONTH function, 287

for BIRDS example database, 

13, 21, 36

CONCAT function, 261–262

date and time, 281, 290

date parts, 291–293

downloading/installing, 40–43

history of SQL, 18

MINUS operator, 347–348

outer joins, 243

performance tools, 440, 441

recommendation for, 44, 505

requirement for book  

exercises, 58

roles, 405–406

rolling back to savepoint, 178

SQL*Loader utility, 165

SUBSTR function, 265

SYSDATE function, 282

system catalog tables, 

448–449

system privileges, 400

users

altering, 396

creating, 46, 389–390

ORDER BY clause, 195–197, 207, 

504

compound queries, 348–350

creating views, 373–374

descending order, 207

GROUP BY clause versus, 

309–312, 317

order of precedence, 232

organizations, data and, 3–4

outer joins, 243–245, 476–477

P

parent entities, 79–81

parentheses, grouping queries, 

224

parsing, 437

partial privileges, granting, 410

passwords

changing, 410

recovering, 456

performance. See database  

performance

performance statistics in system 

catalog, 448

permissions. See privileges

PHOTOGRAPHERS table

adding time to dates,  

286–288

converting dates to strings, 

294

COUNT function, 301–302

creating, 468–470

current date, 283–285

data in, 463–467

outer joins, 476–477

self joins, 246–249, 463, 476

subtracting time, 288–289

PHOTOS table

columns/data types, 123

data in, 56

physical database elements, 

11–12, 71–72, 113

planning indexes, 420

plus sign (+)

addition operator, 229

concatenation, 261

outer joins, 243

populating tables, 154

POWER function, 272

precedence, 232

precision

in decimal data types, 118

truncated data, 304

PREDATORS table

creating, 468–470

data in, 461–463

predefined queries. See views

primary keys, 10, 237

composite, 86

as constraints, 146–147

first normal form (FNF), 

97–98, 107–108

identifying, 85–86

multiple foreign keys with, 90

second normal form (SNF), 

98–101, 108

third normal form (TNF),  

102–104, 108–109

PRIVATE synonyms, 380

privileges

on columns, 404

granting, 402–404

ADMIN OPTION command, 

403

authority for, 402
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automatically, 401

GRANT command,  

402–403

GRANT OPTION command, 

403

in MySQL, 391

in Oracle, 390

partial, 410

in SQL Server, 391

grouping, 405–406

object, 401

PUBLIC database account, 

405

purpose of, 388, 399, 402

revoking, 397–398, 402, 404

system, 400

production environment  

(in database life cycle), 74

PUBLIC database account, 405

PUBLIC synonyms, 380

Q

qualifying columns, 240

queries. See also SELECT  

command; subqueries

compound, 487–490

data accuracy, 353

data types and column 

lengths, 354

EXCEPT/MINUS operators, 

347–348, 354

GROUP BY clause,  

350–353, 354

INTERSECT operator, 

346–347

ORDER BY clause,  

348–350

single queries versus, 

337–338

UNION ALL operator, 

343–346

UNION operator, 338–343, 

354

conditions in, 194

constraining, 202

examples of, 199–202

grouping, 224

inserting data from, 156–158, 

491, 502

literal strings in, 260

predefined. See views

purpose of, 23, 156–157, 

187–188

to system catalog, 449–454

tuning. See database  

performance

Query Analyzer, 440

quotation marks (’)

concatenation, 262

inserting data, 155

for numeric data types, 234

R

raw databases, 94

RDMBSs (relational database 

management systems), 17

readability, formatting commands 

for, 429–431

REAL data type, 119

records, 8, 133–134. See also 

data

counting, 202–204

deleting, 162–163

distinct values, 191–192

relationships

many-to-many, 83

one-to-many, 82–83

one-to-one, 82

recursive, 84

selecting all, 190–191, 

199–200

recovering passwords, 456

re-creating indexes, 424

recursive relationships, 84

redundancy

in denormalization, 106–107

reducing, 95–96

referential integrity, 9, 79–81, 

84–87

check constraints, 149

constraints and, 90, 146

dropping constraints, 150

foreign keys

as constraints, 148

identifying, 86–87

in logical database design, 85

NOT NULL value, 149

primary keys

as constraints, 146–147

identifying, 85–86

unique constraints, 147–148

relational database management 

systems (RDMBSs), 17

relational databases

advantages of, 13
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connections to, 21–22

designing. See database 

design

logical versus physical 

elements, 11–12

purpose of, 7

retrieving data from multiple 

tables, 11

schemas, 12–13

structure of, 8

columns, 9

fields, 8

foreign keys, 10–11

NULL values, 11

primary keys, 10

records, 8

referential integrity, 9

relationships. See also relational 

databases

in BIRDS example database, 

66–67

entities and, 32–33, 37

creating ERDs, 87–89

first normal form (FNF), 

97–98, 107–108

purpose of, 78–79

referential integrity, 79–81, 

84–87

second normal form (SNF), 

98–101, 108

third normal form (TNF), 

102–104, 108–109

types of, 81–82

many-to-many, 83

one-to-many, 82–83

one-to-one, 82

recursive, 84

RELEASE SAVEPOINT command, 

180–181

removing. See dropping; revoking

renaming columns temporarily, 

204–206, 207

REPLACE function, 266–267

requirements gathering (database 

design process), 68

rescues. See bird rescue 

information

resetting to original database, 58

resolving embedded functions, 

275

restricting column access, 361

retrieving

current date, 282–285

data from multiple tables, 11, 

237–238. See also joins

REVOKE command, 398, 404, 502

revoking privileges, 397–398, 

402, 404

right outer joins, 243

ROLE_TAB_PRIVS table, accessing, 

453–454

roles

creating, 407, 453–454

dropping, 407–408

in Oracle, 405–406

purpose of, 406–407

setting per session, 408

ROLLBACK command, 171–176, 

183, 502

ROLLBACK TO SAVEPOINT  

command, 177–180

rolling back transactions,  

171–176, 183

to savepoint, 177–180

ROLLUP expression, 312–313

ROUND function, 272

rows of data. See records

RPAD function, 271

RTRIM function, 268

S

SAVE TRANSACTION command, 

177

SAVEPOINT command, 176–177, 

502

savepoints

deleting, 180–181

naming standards, 178

purpose of, 176–177

rolling back to, 177–180

scale in decimal data types, 118

schema owners, 129–130, 388

schemas, 12–13

creating, 393–395

database objects and,  

129–131

default, 394

dropping, 395

dropping tables, 151

users versus, 388

second normal form (SNF), 

98–101, 108

seconds, fractions of, 120

security. See also users

passwords, 410

privileges

authority for granting/

revoking, 402

on columns, 404
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granting, 390, 391, 

402–404

granting automatically, 401

granting partial, 410

grouping, 405–406

object privileges, 401

PUBLIC database account, 

405

purpose of, 388, 399, 402

revoking, 397–398, 404

system privileges, 400

roles

creating, 407

dropping, 407–408

purpose of, 406–407

setting per session, 408

user management and, 

398–399

views for, 361

security information in system 

catalog, 448

security officers, 387

SELECT clause, 188–191, 503

SELECT command, 23–24, 115, 

471. 502, See also joins

asterisk (*) in, 144

case sensitivity of data, 

197–199

FROM clause, 192, 207, 503

column aliases, 204–206, 

207

COUNT function, 202–204

with CREATE TABLE command, 

141–144

DISTINCT keyword, 191–192, 

207

with DML commands,  

153–154

examples of queries,  

199–202

GROUP BY clause, 306–312, 

503

with aggregate functions, 

308–309

columns in, 317

compound queries,  

350–353, 354

CUBE expression,  

313–314

ORDER BY clause versus, 

309–312, 317

ROLLUP expression, 

312–313

HAVING clause, 315–316, 

351–353, 437, 504

with INSERT command, 

156–158

multiple. See compound  

queries

ORDER BY clause, 195–197, 

207, 504

compound queries,  

348–350

descending order, 207

GROUP BY clause versus, 

309–312, 317

order of operation for clauses, 

207

on other users’ tables, 204

purpose of, 187–188

SELECT clause, 188–191, 

503

subqueries and, 323–325

WHERE clause, 192–194. 

503, See also operators

selecting. See choosing; SELECT 

command

self joins, 246–249, 463, 476

semicolon (;) in SQL statements, 

135

SERIAL method, 140–141

sessions of SQL, 21–22, 397

SET CONNECTION command, 397

SET IMPLICIT_TRANSACTIONS 

command, 170–171

SET keyword, 162

set operators

EXCEPT/MINUS, 347–348, 

354

INTERSECT, 346–347

UNION, 337–343, 354

UNION ALL, 343–346

SET ROLE command, 408

SET TRANSACTION command, 181

SHORT_BIRDS table

creating from existing table, 

157–158

deleting records, 162–163

updating multiple columns, 

161–162

updating single column, 160

SHOW USER command, 449–450

SIGN function, 272

SIN function, 272

single queries, compound queries 

versus, 337–338

single quotation marks (’),  

inserting data, 155

single-column indexes, 416–418

slash (/) division operator,  

231–232

SMALL_BIRDS table

addition operator, 229

creating, 189
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purpose of, 2, 13, 15

referential integrity, 80

sessions, 21–22, 397

standards

ANSI standard, 18–19, 36

importance of, 20

vendor implementations, 

20–21

users. See users

SQL Server

committing transactions, 

170–171

CONCAT function, 261–262

date and time, 281, 289

date parts, 291

deleting savepoints, 181

GETDATE function, 282

LEN function, 269

permission groups, 406

Query Analyzer, 440

rolling back to savepoint, 179

saving transactions, 177

SUBSTR function, 265

system privileges, 400

users, creating, 390–391

SQL*Loader utility, 165

SQRT function, 272

SSIS (SQL Server Integration 

Services) utility, 165

standards for SQL

ANSI standard, 18–19, 36

importance of, 20

vendor implementations

for book, 21

choosing, 21

list of, 20

portability between, 26

formatting for readability, 

429–431

generating SQL code from, 

494–495

transactional control, 

24–25, 165, 168

tuning. See database 

performance

types of, 22

data types

in BIRDS example 

database, 123–124

Boolean values, 121

date and time, 119–120, 

280–281

decimal, 118

domains, 122

explained, 114–115

fixed-length strings,  

115–116, 126

floating-point decimal, 119

integer, 118–119

large object types, 117

length limits, 126

literal strings, 120

NULL values, 121

numeric, 117–118, 126

purpose of, 114

user-defined, 122

varying-length strings, 116, 

126

vendor implementations, 

121

database design and, 61, 63

functions. See functions

history of, 18

as nonprocedural language, 

18

creating views, 369–372

division operator, 231–232

dropping views, 379

multiplication operator, 

230–231

selecting all records, 190–191

subtraction operator, 229–230

updating, 374–376

WITH CHECK option, 376–378

SMALLEST_BIRDS table, creating, 

373

software

downloading/installing, 40–43

list of, 43–44

SOME operator, 220

sorting

data, 195–197, 200–202, 

207, 437

rules for, 196

SP_ADDLOGIN command, 391

SP_ADDUSER command, 391

SQL (Structured Query Language)

command-line prompt, 45

commands. See also 

commands

case sensitivity, 136

data administration, 24

DCL (Data Control 

Language), 24

DDL (Data Definition 

Language), 22–23

DML (Data Manipulation 

Language), 23, 153–154, 

472–474

DQL (Data Query 

Language), 23–24. See 

also SELECT command
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598 START command

purpose of, 445–446

queries to, 449–454

tables by vendor  

implementation, 448–449

updating, 454–455

user access information, 456

system date, retrieving, 282–285

system privileges, 400

T

tables, 131. See also entities

aliases, 241

in BIRDS example database, 

49–56

in FROM clause, 431

creating, 46–48, 134–136, 

468–470, 471–474

from existing tables, 141–

144, 189–191, 490

from views, 372–373

deleting records, 162–163

describing, 470–471

distinct values, 191–192

dropping, 47, 145–146, 151

in views, 360, 382

full table scans, 434–435

indexes

altering, 422–423

composite, 419

creating, 415

dropping, 423

how they work, 414–415

implicit, 420

planning, 420

with SELECT command, 

323–325

syntax, 322–323

for unknown values, 324

with UPDATE command, 

328–329

SUBSTR function, 265

substrings, 260, 265

subtotals, 312–313

subtracting time, 288–289

subtraction operator, 230

SUM function, 302–303

summarized data, views for, 361

super-aggregate rows, 312–313

suspending users, 410

synonyms

creating, 380–381

dropping, 381

naming standards, 382

purpose of, 380

vendor implementations, 380

SYSDATE function, 282

system analysts, 387

system catalog

columns in, 456

contents of, 447

database design, 448

performance statistics, 

448

security information, 448

user data, 448

creating, 446–447

direct manipulation, 452

forgotten password recovery, 

456

naming standards, 446

START command, 46

statements. See commands

stored procedures, 437

strings. See also character  

functions

in columns/fields, 132–133

concatenation, 260

converting dates to, 294

converting numbers to, 273

converting to dates, 294–295

converting to numbers, 

273–275

fixed-length, 115–116, 126

large object types, 117

literal, 120, 260

numeric values in, 126

substrings, 260

varying-length, 116, 126

Structured Query Language. 

See SQL (Structured Query 

Language)

subqueries

correlated, 333

with CREATE TABLE command, 

325–326

creating views from, 493–494

database performance, 332

debugging, 335

with DELETE command, 

329–330

embedded, 330–332, 335, 

493

with INSERT command, 

326–327

purpose of, 321

rules for, 321–322
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599types

time zones, 285–286

TIMESTAMP data type, 119, 280

TKPROF command, 440

TO_CHAR function, 115, 273

TO_DATE function, 294–295

TO_NUMBER function, 273–275

transactional control commands, 

24–25, 165, 168

COMMIT, 169–171, 183

database performance and, 

181

RELEASE SAVEPOINT,  

180–181

ROLLBACK, 171–176, 183

ROLLBACK TO SAVEPOINT, 

177–180

SAVEPOINT, 176–177

SET TRANSACTION, 181

transactions

committing, 169–171, 183

database performance and, 

181

initiating, 181

purpose of, 167–168

rolling back, 171–176, 183

savepoints

deleting, 180–181

purpose of, 176–177

rolling back to, 177–180

vendor implementations, 168, 

170–171

TRANSLATE function, 266

truncated data, 304

tuning commands. See database 

performance

types. See data types

populating, 154

purpose of, 7

relationships

many-to-many, 83

one-to-many, 82–83

one-to-one, 82

recursive, 84

schemas and, 129–131

selecting data from multiple, 

11, 237–238. See also joins

selecting from other users, 

204

structure of, 8

columns, 9, 132–133

fields, 8

foreign keys, 10–11

NULL values, 11

primary keys, 10

records, 8, 133–134

referential integrity, 9

in system catalog, 448–449

updating, 158

in multiple columns, 

161–162

in single column, 158–161

views versus, 373

virtual. See views

tablespaces, 390

TAN function, 272

test environment (in database life 

cycle), 73

TEXT data type, 117

third normal form (TNF), 102–104, 

107, 108–109, 111

time. See date and time

TIME data type, 119, 280

purpose of, 413–414

re-creating, 424

single-column, 416–418

storage considerations, 

424

unique, 418–419, 424

when to avoid, 421–422

when to use, 420

inserting data, 154–155, 165

into columns, 156

from queries, 156–158, 

491

joins, 238–239

with base tables, 250–

252, 256

Cartesian products, 

252–255

database performance, 

250

inner, 239–240

on multiple columns, 256

on multiple keys, 249–250

non-equijoins, 241–243

order of, 256

outer, 243–245

self, 246–249

modifying, 137–141

adding columns, 138

attributes, 138–139

autoincrementing columns, 

140–141

dropping columns, 137

factors in, 141

mandatory columns, 

139–140

naming standards, 35–36, 

104–105, 151
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600 UCASE function

purpose of, 406–407

setting per session, 408

schemas versus, 388

suspending, 410

types of, 386–387

V

VARBINARY data type, 116

VARCHAR data type, 116

VARCHAR2 data type, 116

varying-length strings, 116, 126

vendor implementations of SQL

ALTER TABLE command, 141, 

149

ALTER VIEW command, 362

for book, 21, 505

choosing, 21

connections to databases, 

397

CREATE SCHEMA command, 

395

creating users, 389

in MySQL, 390, 391

in Oracle, 389–390

in SQL Server, 390–391

data types and, 121

date and time, 279, 281, 

289–290, 291–293, 296

grouping privileges,  

405–406

implicit conversion, 274

for indexes, 415

inequality, testing for, 225

list of, 20, 505

creating, 46, 410

in BIRDS example  

database, 392–393

in MySQL, 390, 391

in Oracle, 389–390

in SQL Server, 390–391

vendor implementations, 

389

dropping, 404

GUI tools, 398

management

importance of, 385–386

process of, 388–389

responsibilities in, 387

security and, 398–399

monitoring sessions, 397

passwords, 410

privileges

authority for granting/

revoking, 402

on columns, 404

granting, 390, 391, 

402–404

granting automatically, 401

granting partial, 410

grouping, 405–406

object privileges, 401

PUBLIC database account, 

405

purpose of, 388,  

399, 402

revoking, 397–398, 404

system privileges, 400

roles

creating, 407

dropping, 407–408

U

UCASE function, 263

undoing transactions. See rolling 

back transactions

UNION ALL operator, 343–346

UNION operator, 337–343, 354

unique constraints, 147–148

unique indexes, 418–419

units of work, 171

UPDATE command, 158, 503

after COMMIT command, 183

in multiple columns, 161–162

in single column, 158–161

subqueries and, 328–329

with views, 374–376

updating

data, 158

in multiple columns, 

161–162

in single column, 158–161

through views, 374–376

system catalog, 454–455

UPPER function, 263

user accounts. See users

user communities, data and, 3–4

user data in system catalog, 448

USER_TAB_COLUMNS table, 

accessing, 452–453

USER_TABLES table, accessing, 

450–451

user-defined data types, 122

users

altering, 396

of BIRDS example database, 

31
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601years, default format

W

WAN (wide area network), 5

Waterbird Photography. See 

BIRDS example database

web-based environments, 6

WHERE clause. See also operators

importance of, 161, 163

most restrictive condition, 

432–434

in SELECT command,  

192–194, 503

wide area network (WAN), 5

wildcards, 435–436

WITH CHECK option (views), 

376–379

Y

years, default format, 282

from subqueries, 493–494

tables from, 372–373

from views, 368–372

WITH CHECK option, 

376–379

database performance and, 

379, 438

dropping, 379

dropping tables in, 360, 382

purpose of, 359–360

maintaining summarized 

data, 361

security, 361

simplifying data access, 

360–361

storage of, 382

tables versus, 373

updating data through, 

374–376

violating constraints, 138

virtual tables. See views

naming standards, 131, 134

portability between, 26

revoking privileges,  

397–398

setting roles, 408

synonyms, 380

system catalog tables, 

448–449

system privileges, 400

time zones, 286

for transactions, 168,  

170–171

views

creating, 361–362,  

491–493

from multiple tables, 

364–368

ORDER BY clause,  

373–374

from single table,  

362–363
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